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What to do with Data

We get a lot of data from and the data can a↵ect:

• Agriculture

• Education

• Healthcare

• Public Policy

• Transportation

• Anything else that you can think of.



What to do with this (these) data

• How do we store this data?

• What can we infer from this data?

• Can we make decisions from this data?

• Example:Twitter receives 6000 tweets per second which
amounts to 500 million tweets per day with a storage
requirement of 640 gigabytes. How big should be your RAM
to analyze this data?

• We have finite time. We want quick - linear - sublinear.

• We have finite memory. Limited sample size.



What to expect from this class?

• Develop algorithms to deal with such data deluge
1. Space and time e�cient
2. With approximation guarantees
3. With parallel processing

• This is a theoretical course with emphasis on reasoning, proofs
and analysis
1. Relevant applications
2. Coding exercises
3. limited emphasis on software tools





What is the scope for this class?

This course is broadly divided into four topics that dominate
foundations of data science.

• Dimensionality Reduction
1. Singular Value Decomposition
2. Rank-k approximation
3. Principal Component Analysis
4. Pagerank and other eigenanalysis based algorithms

• Sampling, Hashing, Streaming and Distributed Computing
1. Data Streaming, Heavy Hitters, Count-Min sketch
2. Locality Sensitive Hashing
3. MapReduce





What is the scope for this class?

• Clustering
1. k-means Clustering, k-center, k-median
2. Graph Clustering, Spectral Clustering
3. Community Detection

• Optimization and Machine Learning
1. The Perceptron Algorithm
2. Support Vector Machines
3. Gradient Descent and Stochastic Gradient Descent
4. Convex Optimization



The Top 10 Algorithms of the Century

https://www.computer.org/csdl/mags/cs/2000/01/c1022.html

• Metropolis Algorithm for Monte Carlo

• Simplex Method for Linear Programming

• Krylov Subspace Iteration Methods

• The Decompositional Approach to Matrix Computations

• The Fortran Optimizing Compiler

• QR Algorithm for Computing Eigenvalues

• Quicksort Algorithm for Sorting

• Fast Fourier Transform

• Integer Relation Detection

• Fast Multipole Method

https://www.computer.org/csdl/mags/cs/2000/01/c1022.html
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Test yourself and see if you are fit

• Do you know what is an eigenvector?

• Do you know what is the Bayes’ Rule in conditional
probability?

• Do you know what is a greedy algorithm? What is
divide-and-conquer?

• Prerequisites for this class: Mathematical Maturity and Basic
Knowledge of Algorithms and Probability



Course webpage

For the workings of the class, let us check:
http://mazumdar.ucsd.edu/courses/AFDS/DSC190AFDS.html

http://mazumdar.ucsd.edu/courses/AFDS/DSC190AFDS.html


Dimensionality reduction and Singular Value
Decomposition

Data sometimes reside in a lower dimensional space.
picture from mmds.org

mmds.org




Dimensionality reduction and Singular Value
Decomposition

There may not even be a linear model. Out of our scope for now.
picture from (40 Must know questions to test a data scientist )

https://www.analyticsvidhya.com/blog/2017/03/questions-dimensionality-reduction-data-scientist/

https://www.analyticsvidhya.com/blog/2017/03/questions-dimensionality-reduction-data-scientist/




Dimensionality reduction why care?

• Discover important features in data/Remove useless features,
noise

• Find correlation among data

• Data interpretation and visualization

• Easier storage and processing





Singular Value Decomposition

• We want to find the ‘best low-rank approximation’ to data in
a well-defined sense.

• Data: A and n ⇥ d matrix.
Say, n : number of images, d : number of pixel values per
images

• Find the best-fitting k-dimensional subspace

• ‘best’: minimize the squared error from the points to the
subspace





Singular Value Decomposition

• First, we find the best fitting line

• Then, we find the best-fitting line perpendicular to the first

• Then, we find the best-fitting line perpendicular to the first
two

...

• Find the best-fitting line perpendicular to the first k � 1

• When k is the rank of the matrix, we get the singular value

decomposition of the matrix.



Singular Value Decomposition

A = UDV
T

A : n ⇥ d

U : n ⇥ r Orthonormal columns

D : r ⇥ r Diagonal matrix

V : d ⇥ r Orthonormal columns

V : columns are the best fitting lines

U : rows are the projection of rows of A towards those lines





Singular Value Decomposition

A = UDV
T

u i and v i are columns of U (left singular vectors) and V (right
singular vectors)

A =
X

i

diiu ivT
i

The ith term is the component of the rows of A towards the
direction v i . dii s are the singular values.





Singular values and Eigenvalues

A =
X

i

diiu ivT
i

means
AvT

i = diiu i

and
A
Tu i = diiv i

If A is square symmetric, then singular values are the eigenvalues -
singular vectors are eigenvectors. Also,

A
T
AvT

i = d
2
ii v i ;

Therefore, singular values are eigenvalues of AT
A.





Finding the singular vectors

• The first singular vector v1: the best fit line.

• Minimize the error = Maximize the projection

• Projection of ai to v = hai , vi.
•

v1 = argmax
v

nX

i=1

|hai , vi|2 = argmax
v

kAvk22

• The first singular value

d11 ⌘ �1(A) = max
v

kAvk2





The second singular vector

• A orthogonal vector to v1, i.e.,

hv1, vi = 0.

We write: v?v1.

• The greedy approach:

v2 = arg max
v :v?v1

kAvk2

�2(A) = max
v :v?v1

kAvk2.





The greedy algorithm

• The greedy approach:

v r = arg max
v :v?(v1,v2,...,v r�1)

kAvk2

�r (A) = max
v :v?(v1,v2,...,v r�1)

kAvk2.

• The greedy approach gives the best solution.





SVD Example: movie rating

A contrived example from mmds.org

11.3. SINGULAR-VALUE DECOMPOSITION 421

movies Casablanca and Titanic are exclusively romances.
Finally, the matrix � gives the strength of each of the concepts. In our

example, the strength of the science-fiction concept is 12.4, while the strength
of the romance concept is 9.5. Intuitively, the science-fiction concept is stronger
because the data provides more information about the movies of that genre and
the people who like them.

In general, the concepts will not be so clearly delineated. There will be fewer
0’s in U and V , although � is always a diagonal matrix and will always have
0’s o� the diagonal. The entities represented by the rows and columns of M
(analogous to people and movies in our example) will partake of several di�erent
concepts to varying degrees. In fact, the decomposition of Example 11.8 was
especially simple, since the rank of the matrix M was equal to the desired
number of columns of U , �, and V . We were therefore able to get an exact
decomposition of M with only two columns for each of the three matrices U , �,
and V ; the product U�V T, if carried out to infinite precision, would be exactly
M . In practice, life is not so simple. When the rank of M is greater than the
number of columns we want for the matrices U , �, and V , the decomposition is
not exact. We need to eliminate from the exact decomposition those columns of
U and V that correspond to the smallest singular values, in order to get the best
approximation. The following example is a slight modification of Example 11.8
that will illustrate the point.

1   1   1   0   0
3   3   3   0   0
4   4   4   0   0
5   5   5   0   0
0   2   0   4   4
0   0   0   5   5
0   1   0   2   2

Joe
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John
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Jenny

Jane

C
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M
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A
lien
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Figure 11.8: The new matrix M �, with ratings for Alien by two additional raters

Example 11.9 : Figure 11.8 is almost the same as Fig. 11.6, but Jill and Jane
rated Alien, although neither liked it very much. The rank of the matrix in
Fig. 11.8 is 3; for example the first, sixth, and seventh rows are independent,
but you can check that no four rows are independent. Figure 11.9 shows the
decomposition of the matrix from Fig. 11.8.

We have used three columns for U , �, and V because they decompose a
matrix of rank three. The columns of U and V still correspond to concepts.
The first is still “science fiction” and the second is “romance.” It is harder to

Two genres: Sci-fi and Romance
can you find the gender-bias in contrived machine learning examples?

mmds.org




SVD Example: movie rating

422 CHAPTER 11. DIMENSIONALITY REDUCTION
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1 1 1 0 0
3 3 3 0 0
4 4 4 0 0
5 5 5 0 0
0 2 0 4 4
0 0 0 5 5
0 1 0 2 2
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.13 .02 �.01

.41 .07 �.03

.55 .09 �.04

.68 .11 �.05

.15 �.59 .65

.07 �.73 �.67

.07 �.29 .32
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12.4 0 0
0 9.5 0
0 0 1.3

�
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�

�
.56 .59 .56 .09 .09
.12 �.02 .12 �.69 �.69
.40 �.80 .40 .09 .09

�

�

U � V T

Figure 11.9: SVD for the matrix M � of Fig. 11.8

explain the third column’s concept, but it doesn’t matter all that much, because
its weight, as given by the third nonzero entry in �, is very low compared with
the weights of the first two concepts. �

In the next section, we consider eliminating some of the least important
concepts. For instance, we might want to eliminate the third concept in Ex-
ample 11.9, since it really doesn’t tell us much, and the fact that its associated
singular value is so small confirms its unimportance.

11.3.3 Dimensionality Reduction Using SVD

Suppose we want to represent a very large matrix M by its SVD components U ,
�, and V , but these matrices are also too large to store conveniently. The best
way to reduce the dimensionality of the three matrices is to set the smallest of
the singular values to zero. If we set the s smallest singular values to 0, then
we can also eliminate the corresponding s columns of U and V .

Example 11.10 : The decomposition of Example 11.9 has three singular val-
ues. Suppose we want to reduce the number of dimensions to two. Then we
set the smallest of the singular values, which is 1.3, to zero. The e�ect on the
expression in Fig. 11.9 is that the third column of U and the third row of V T are

The singular vectors: Genres (concepts)





SVD Example: movie rating

Dimensionality reduction:
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multiplied only by 0’s when we perform the multiplication, so this row and this
column may as well not be there. That is, the approximation to M � obtained
by using only the two largest singular values is that shown in Fig. 11.10.
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Figure 11.10: Dropping the lowest singular value from the decomposition of
Fig. 11.7

The resulting matrix is quite close to the matrix M � of Fig. 11.8. Ideally, the
entire di�erence is the result of making the last singular value be 0. However,
in this simple example, much of the di�erence is due to rounding error caused
by the fact that the decomposition of M � was only correct to two significant
digits. �

11.3.4 Why Zeroing Low Singular Values Works

The choice of the lowest singular values to drop when we reduce the number of
dimensions can be shown to minimize the root-mean-square error between the
original matrix M and its approximation. Since the number of entries is fixed,
and the square root is a monotone operation, we can simplify and compare
the Frobenius norms of the matrices involved. Recall that the Frobenius norm
of a matrix M , denoted kMk, is the square root of the sum of the squares of
the elements of M . Note that if M is the di�erence between one matrix and
its approximation, then kMk is proportional to the RMSE (root-mean-square
error) between the matrices.

To explain why choosing the smallest singular values to set to 0 minimizes
the RMSE or Frobenius norm of the di�erence between M and its approxima-
tion, let us begin with a little matrix algebra. Suppose M is the product of
three matrices M = PQR. Let mij , pij , qij , and rij be the elements in row i
and column j of M , P , Q, and R, respectively. Then the definition of matrix

A rank-2 approximation




