
DSC 190: Algorithms for Data Science

Arya Mazumdar

University of California San Diego

Winter 2021





Lecture 10

Locality Sensitive Hashing



Locality sensitive hashing

Suppose a distance measure is fixed.

• We are given a hash function f

• f is called (d1, d2, p1, p2)-LSH if

1. for any two x , y such that d(x , y)  d1, Pr(f (x) = f (y)) � p1

2. for any two x , y such that d(x , y) � d2, Pr(f (x) = f (y))  p2
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In many cases, the function f will “hash” items, and the decision will be based
on whether or not the result is equal. Because it is convenient to use the
notation f(x) = f(y) to mean that f(x, y) is “yes; make x and y a candidate
pair,” we shall use f(x) = f(y) as a shorthand with this meaning. We also use
f(x) 6= f(y) to mean “do not make x and y a candidate pair unless some other
function concludes we should do so.”

A collection of functions of this form will be called a family of functions.
For example, the family of minhash functions, each based on one of the possible
permutations of rows of a characteristic matrix, form a family.

Let d1 < d2 be two distances according to some distance measure d. A
family F of functions is said to be (d1, d2, p1, p2)-sensitive if for every f in F:

1. If d(x, y)  d1, then the probability that f(x) = f(y) is at least p1.

2. If d(x, y) � d2, then the probability that f(x) = f(y) is at most p2.
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Figure 3.9: Behavior of a (d1, d2, p1, p2)-sensitive function

Figure 3.9 illustrates what we expect about the probability that a given
function in a (d1, d2, p1, p2)-sensitive family will declare two items to be a can-
didate pair. Notice that we say nothing about what happens when the distance
between the items is strictly between d1 and d2, but we can make d1 and d2 as
close as we wish. The penalty is that typically p1 and p2 are then close as well.
As we shall see, it is possible to drive p1 and p2 apart while keeping d1 and d2

fixed.

3.6.2 Locality-Sensitive Families for Jaccard Distance

For the moment, we have only one way to find a family of locality-sensitive
functions: use the family of minhash functions, and assume that the distance





LSH for di↵erent distance

• Jaccard distance (minhash)

• Hamming distance (value of a randomly chosen coordinate)





LSH for Euclidean (L2) distance

• First consider the number line divided in to intervals

. . . , [�2a, �a), [�a, 0), [0, a), [a, 2a), . . .

• Assign the numbers . . . , �2, �1,+1,+2 . . . to the intervals

respectively

• Let f (x) = the number of the interval hx , zi belong to where

z contains iid Gaussian entries of mean 0 and variance 1





LSH for Euclidean (L2) distance

• Let z contains iid Gaussian entries of mean 0 and variance 1

• Let w be a uniform random variable in [0, a]

• Let

f (x) =
jhx , zi + w

a

k



LSH for Euclidean (L2) distance

• f (x) = f (y) if and only if |hx , zi � hy , zi|  a and a divider

does not fall between hx , zi and hy , zi.
• |hx , zi � hy , zi|  a =) |hx � y , zi|  a

• probability that a divider falls in between =
|hx�y ,zi|

a

• Note that hx � y , zi is a Gaussian random variable with mean

0 and variance d
2
(x , y)

• Then

Pr(f (x) = f (y)) =
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Data Streaming



Data Streaming
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Figure 4.1: A data-stream-management system

4.1.1 A Data-Stream-Management System

In analogy to a database-management system, we can view a stream processor
as a kind of data-management system, the high-level organization of which is
suggested in Fig. 4.1. Any number of streams can enter the system. Each
stream can provide elements at its own schedule; they need not have the same
data rates or data types, and the time between elements of one stream need not
be uniform. The fact that the rate of arrival of stream elements is not under
the control of the system distinguishes stream processing from the processing
of data that goes on within a database-management system. The latter system
controls the rate at which data is read from the disk, and therefore never has
to worry about data getting lost as it attempts to execute queries.

Streams may be archived in a large archival store, but we assume it is not
possible to answer queries from the archival store. It could be examined only
under special circumstances using time-consuming retrieval processes. There is
also a working store, into which summaries or parts of streams may be placed,
and which can be used for answering queries. The working store might be disk,
or it might be main memory, depending on how fast we need to process queries.
But either way, it is of su�ciently limited capacity that it cannot store all the
data from all the streams.





Real time processing

• Sensor data

• IP addresses

• Internet and Web Tra�c

• Satellite images



Real time processing

• Execute in the main memory without access to archival

storage

• New techniques to handle limited memory

• Approximate answers may be fast





Selection

• Example: Spam filtering

• User has an address book

• If an email id belongs to the contact then pass; else block

• Check in real time with limited memory





Selection

• Say memory is only n bits

• Formally: A set S of ‘key’ values, |S | = m

• Filter elements of a stream and let pass all elements whose

‘key’ value is in S

• Block ‘most’ of the elements whose whose ‘key’s are not in S





Bloom Filter

• Memory is only n bits

• A collection of hash functions h1, h2, . . . , hk

• Each hash maps ‘key’ values to one number from 1 to n





Bloom Filter

Preprocessing:

• Initialize the n bits of memory to all 0

• Hash each key of S with k hash functions

• Set the jth bit to 1 if there exists a key in S whose hash value

is j for any one of the k hashes.





Bloom Filter

Filtering:

• Let K be the key value of an element in the stream

• Check if all of h1(K ), h2(K ), . . . , hk(K )th bits are 1 in the

memory

• If yes, then pass; else block





Bloom Filter: Analysis

• First of all notice that any element in S is going to pass

• So let us calculate the false positive probability





Bloom Filter: Analysis

Let each of the hashes are random uniform hash (any key is

uniformly mapped to 1 to n)

• What is the probability that after preprocessing, a bit in the

memory is 0?

• Let us calculate the probability that the jth bit is 0

• Probability that an element in S is not mapped to j by h1 is

1 � 1
n

• Probability that none of the elements in S is mapped to j by

h1 is (1 � 1
n )

m

• Probability that none of the elements in S is mapped to j by

h1, h2, . . . , hk is (1 � 1
n )

mk

• Probability that the j th bit is 1 is 1 � (1 � 1
n )

mk





Bloom Filter: Analysis

Suppose a stream element does not have a key value from S

• What is the probability that it will pass?

• All k of its hash values must be 1

• That happens with probability (1 � (1 � 1
n )

mk
)
k





Bloom Filter: Analysis

• Note that (1 � 1
n )

mk ⇡ e
�mk/n

• Let n =
mk
ln k

• Then (1 � 1
n )

mk ⇡ e
�mk/n

=
1
k

• Probability of false positive (1 � 1
k )

k ⇡ 1/e

• With storage O(
mk
ln k ) we can make the probability of false

positive go to 0 superexponentially with k . How?

• No need to store the key values




