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Lecture 11
Data Streaming



Project Information+Logistic Update
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Project Guidance

e Start with synthetic data. Later you can find k-means
clustering datasets in kaggle of UCI ML repository

e Experiment with Synthetic Data: Generate Synthetic data by
a Gaussian Mixture model. Choose k = 3 or 4 high
dimensional vectors (mean vectors). For each of the mean
vectors, generate 100 vectors via a Gaussian distribution with
that mean and some fixed covariance matrix. (Use
numpy/MATLAB to do this: suggested method: use numpy
in a python notebook)

e Run the Lloyd's algorithm on the 100k vectors to find
estimate of the means. Plot accuracy vs iterations.



Project Guidance

e Now suppose you have a budget of 100 queries that you can
use to know whether two vectors are in the same cluster or
not (hint: when two vectors are close, but are assigned
different clusters, you can use these queries to be sure). Can
you improve the accuracy of k-means by these queries?
Design your algorithm

e Submit a report, code, and any plots that you have by March
12th.



Data Streaming
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Selection

Say memory is only n bits >7n

3

Formally: A set S of ‘key’ values,

S|=m
Filter elements of a stream and let pass all elements whose
‘key’ value isin S

Block ‘most’ of the elements whose whose ‘key’s are not in S
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Bloom Filter

e Memory is only n bits
e A collection of hash functions hy, hy, ..., hy
values to one number from 1 to n

e Each hash maps ‘key’
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Bloom Filter

Preprocessing:
e Initialize the n bits of memory to all 0
e Hash each key of S with k hash functions SV 3

e Set the jth bit to 1 if there exists a key in S whose hash value
is j for any one of the k hashes.
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Bloom Filter

Filtering:
e Let K be the key value of an element in the stream
e Check if all of h1(K), ha(K), ..., he(K)th bits are 1 in the

memory

P —

e If yes, then pass; else block





Bloom Filter: Analysis

e First of all notice that any element in S is going to pass

e So let us calculate the false positive probability






Bloom Filter: Analysis

Let each of the hashes are random uniform hash (any key is
uniformly mapped to 1 to n)

e What is the probability that after preprocessing, a bit in the
memory is 07
e Let us calculate the probability that the jth bit is 0

e Probability that an element in S is not mapped to j by h; is
1-1

n
e Probability that none of the elements in S is mapped to j by
hyis (1—1)m
e Probability that none of the elements in S is mapped to j by
h1,h2,...,hk is (1 - %)mk
Probability that the j th bitis 1is 1 — (1 —

1
n
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Bloom Filter: Analysis

Suppose a stream element does not have a key value from S
e What is the probability that it will pass?
e All k of its hash values must be 1
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e That happens with probability (1 — (1 — %)mk)k//
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Bloom Filter: Analysis
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Lecture 11a
Probability Reviews



Model of Probability

A Sample Space Q

Probability Law:
- ACQ; P(A)

Events — Sets

Modeling: More likely event to get more probability

Suksck g Sample space P(AY)





Axioms of Probability

A S JSL

e Nonnegativity:

P(A) >0

e Additivity: For any two disjoint sets A, B,

P(AU B) = P(A) + P(B)

Holds for infinitely many disjoints events Aj, As, As, ...

P(UiA) =) P(A).

e Normalization:
P(Q2) =1






Discrete probability models

v
fHs v
Example: Coin Toss! %F[ % d
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Q={H, T}

e P(-) should assign values to elements 29 satisfying the axioms.

P{H,T})=1

P({H}) =0.75; P({T}) = 0.25

Verify that the axioms of probability is satisfied!

PGu,T8) = B (gw3) P(ETY)
P(h)= 0 = 0dg v 028 =





Two coin tosses
A= fuT,THE

P = p(Sut,m83)
= e(fr1y) + P(fres

\

R AT

4 4 2z

4

Let P(-) = 1/4, for any element of .

Now let A denote the event that exactly one H appear
P(A) =7

P(A)=1/4+1/4=1/2

Q=7
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Conditional probability space P(:|B)

P(2) >0

Define,
P(AN B)

P(B) /

In the case of disjoint A and B, AN B = (). Which means,
P(AN B) =0. So P(A|B) = 0. Supports our intuition.

P(AIB) =





Conditional probability space P(:|B)

Conditional probability: a valid probability measure

Axioms of probability are satisfied.

New sample space is B.

Nonnegativity: P(A|B) >0 v

Normalization: P(B|B) = PBOB) _ P(B) 1.~

A, P(B) P(B)
Additivity:
P(AU C|B) = P((A;j(g)
_ P((AnB)u(CnB))) PANB /(CDB)






Probabilistic Independence

e Intuitively, when knowing that one event occurred doesn't
change the probability that another event occurred or will
occur, we say that the two events are probabilistically
independent.

e We say that two events A and B are independent

FP(AQ B) \/
and this implies that P(A B! = P(A) and P(BJA) = P(B

assuming 0 < P(A) <1land 0 < P(B) < 1.
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Random Variable

e A random variable is a function that maps from the sample
space to the real numbers,

X: Q—=R





Discrete Random Variables

Uniform: For k =a, ..., b:

1 S
P k)= —
(X ) b—a+1
Bernoulli: For Kk =0 or 1: Ql—@” |
-rMOoufll: ror k=4v or 2

1—p ifk=0 {7850
P(X:k):{p P {15~

Binomial: For k=10,..., N

P =k = () P o

A
Geometric: For k =1,2,3,..., P(X =k)=(1—-p)<1-p
Poisson: P(X = k) = e*)‘i‘(—? for k=0,1,2,...
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Expected Value

e For a random variable X, the expected value is defined to be:

EX] =Y xP(X =x)

x€R

i.e., the probability-weighted average of the possible values of
X.

—

e E[X] is also called the expectation or mean of X.






Expected Value: Question

e The expected value E[X] is a probability-weighted average of

the possible values of X:
EX] =Y kP(X =k)

keR
Lo A 2LeBrl
— &+ 7 = — -
e If X maps to {1,2,6} and SR £ -
P(X=1)=1/3 , P(X=2)=1/2 , P(X=6)=1/6

then is the expectation: [ L} N 2;2 + C"L(,
= f‘-}«-\—tl =01 55
D) 35 E) 3.66

A) 2 3)2.\3}4. C)3

o Answeris E[X] =1x1/3+2x1/2+6x1/6=233...





Expectations of Standard Random Variables

Uniform on {a,a+1,..., b}: E[X]:%b %
Bernoulli: E[X]=(1—p)-0+p-1=p _~
Binomial: E[X]=>"] k- ( ) K1 —p)nk= np/
Geometric: E[X] =2, k-(1—p) =1 /

Poisson: E[X] =77 k- %)\k =X -
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