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Finding near-neighbors in a high dimensional space

Toorer
Texts.

e Pages with similar words
For data de-duplication, classification by topics

e Customers who purchased similar products

Product classification
e Images with similar features

The space ig high/dimensional
The database can be huge
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Finding near-neighbors in a high dimensional space

e Near neighbors: Points that are only a small distance away
e Have to define distance or similarity

e For example, Jaccard distance/similarity

For any two sets A and B, the Jaccard similarity A= %l, L,%,4%
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Jaccard metric
For any two sets A and B, the Jaccard similarity
|AN B|
|AU B|
For any two sets A and B, the Jaccard distance
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similarity = %; distance = g




Running example: Similarity of documents

Jaccard distance for textual similarity

e To find plagiarism No simple automated process (documents
—_—
are not exactly same)

e To find the same news from different sources

e To match mirror pages



Documents to sets: Shingling

2
Jaccard distance for textual similarity

e Document: string of characters

e k-shingle: a substring of length k within the document

e Example: abcdabd
Set of 2-shingles: { ab,bc,cd,da,bd}
Bag of 2-shingles: {ab,bc,cd,da,a:b,bd}

We might remove whitespace altogether
We might replace sequence of whitespaces by only one whitespace
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Shingling: choosing the shingle size

k = 1: bad

e k should be picked large enough that the probability of any
. . —_— s . -
given shingle appearing in any given document is low.

k very large: not enough statistics: bad

For large documents k = 9 is considered safe ket

Hashing Shingles: Give each shingle a number and then instead of
set of shingles, keep the set of numbers
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Shingles built from words

e First rule: avoid stop words: and, such to etc.

e Use stop word followed by the next two or three words: and

kther world leaders)_etc. New: arhcdes
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Summarizing the shingles

How to go from Sets — Signatures

e The characteristic matrix of sets

celt
v
Element S; S S3 S
a 1 0 0 1
b 0 0 1 0 %‘7 'omow»&
c 0 1 0 1 '\
d 1 0 1 1 Giavhare.
e 0 0 1 0 !

U=1{a,b,c,d, e}
S1={a,d}; So = {c} etc. 2%




Sets — Signatures: Minhashing

Hash the columns of the characteristic matrix
How?

Pick a permutation of the rows

Hash value of a column is the element in first row in the
permuted order where the column has 1




Minhashing

FElement S; Sy Ss3
a 1 0 0
b 0 0 1
c 0 1 0
d 1 0 1
e 0 0 1

Permutation of the rows: b,e,a,c,d

h(S1) = a; h(Ss) = c; h(S3) = b; h(Ss) = a
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Why Minhashing?

For any two sets S, T, the probability that the minhashes (with a
random uniform permutation) being equal

P(h(S) = h(T)) = Sim(S, T),

the Jaccard similarity of the two sets.
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Minhash signature

Take n (say 100) random permutations
Each define a minhash function: hy, ha, ..., h,
Minhash signature of S is a vector [h1(S), ho(S), ..., ha(S)]"

n is much smaller than the number of rows of the
characteristic matrix

This constitute a signature matrix

Intuition: Similarity between sets implies similarity between
signature vectors



Fast computation of signature matrix

Pick n random hash functions hy, hy, ..., h,

SIG(i, ¢) is the ith row and cth column of the signature
matrix

Initialization: Set SIG(/,c) = oo for all i and ¢

For the rth row:

1. Compute h1(r), ha(r), ..., hn(r).
2. For each column ¢ do the following:

(a) If ¢ has 0 in row r, do nothing.

(b) However, if ¢ has 1 in row 7, then for each i = 1,2, ..., n set SIG(i, ¢)
to the smaller of the current value of SIG(,¢) and h;(r).



Fast computation of signature matrix: Example

Row S;1 Sy S3 S; x+4+1 modb5 3x+1 modb5
0 1 0 0 1 1 1
1 0 0 1 0 2 4
2 0 1 0 1 3 2
3 1 0 1 1 4 0
4 0 0 1 0 0 3

Two hash functions: hi(x) =x+1 mod 5; ha(x) =3x+1
mod 5.



Fast computation of signature matrix: Initialization

Row S; 8o Sy x+1 mod5 3x+1 modbH
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Fast computation of signature matrix: Row 0

Row S;1 Sy S3 S x2+1 modb5 3x+1 modb5s
0 1 0 o0 1 1 1
1 0 0 1 0 2 4
2 0 1 0 1 3 2
3 1 0 1 1 4 0
4 0 0 1 0 0 3

ho 1 oo oo 1



Fast computation of signature matrix: Row 1

Row S;1 Sy S3 S; x2+1 modb5 3x+1 modb5s
0 1 0 o0 1 1 1
1 0 0 1 0 2 4
2 0 1 0 1 3 2
3 1 0 1 1 4 0
4 0 0 1 0 0 3



Fast computation of signature matrix: Row 2

Row S Sy x+1 mod5 3z+1 mod5H
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Fast computation of signature matrix: Row 3

Row S; Sy S3 S; x+4+1 modb 3x+1 modb5)
0 1 0 0 1 1 1
1 0 0 1 0 2 4
2 0 1 0 1 3 2
3 1 0 1 1 4 0
4 0 0 1 0 0 3



Fast computation of signature matrix: Row 4

Row S; Sy S3 S x2+1 modb5 3x+1 modb?s
0 1 0 0 1 1 1
1 0 0 1 0 2 4
2 0 1 0 1 3 2
3 1 0 1 1 4 0
4 0 0 1 0 0 3



